


Reinforcement Learning problem formulation

Suppose we have

« Afinite state space S;

« afinite set of actions 4;

« a probability P,(s,s") on S x S for each a € 4;

« afunctionr:S — R called reward.

This tuple is called a Markov decision process (MDP).

The model above fits the reinforcement learning setting perfectly
in the following sense. We have an agent that at each time t €
{0,1,2,3,...}

1) being in some state s;

2) takes an action a; according to policy (- |s;),

3) moves to state s, according to Py, (s¢,°),

4) eventually gets reward r(s;41)-

Note that policy n(- |s;) defines a probability distribution on a
space S of sequences of the form (s4, s,, 53 ...).
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Let’s give some definitions.
Define discounted cumulative reward as

Re() = ) 7¥1(St 10
k=0

Define state-action value function as

QTL'(St' at) = Est+1,at+1,...:R1r(t)-
Define value function as

VTL'(St) = Eat,st+1,at+1,...Rn(t)-
Define advantage function as

Ar(s,a) = Qr(s,a) = Vr(s).

Reinforcement Learning problem is about finding a policy
m* (- |s) that solves
J(m) = ER7(0) — sup.
s

One can show that
d d
51 (m6) = E| Ry, (0) = logme (aclsy)|,

which leads us to the simplest algorithm to update g —
REINFORCE.



Glorious fathers

Richard S. Sutton

Andrew Barto

» Developed a formalism and theory for an agent acting in a stochastic environment based on MDP

* A. M. Turing Award winners in 2024 for “developing the conceptual and algorithmic foundations of
reinforcement learning”

* “Reinforcement Learning: An Introduction”
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Trust Region Policy Optimization

Suppose we have two policies m and 7. They are connected via

J(#@) =J(m) + Eso,ao,...~ﬁ [z yk Ar(se) at)] )
which may be rewritten as =
J@) =] + ) pa(s) ) Ar(s,0)7(als), (1)

where

pa(s) = ) V¥Palsic = 9)
k=0

The formula (1) may be used for policy optimization, but p=(s) is
hard to estimate. Let’'s use an approximation

Le(®) = J(0) + ) pa(s) ) (s @)e(als).
S a
Consider {my}gep. One can see that

d d
Lng, (76,) =) (7a,), = L, () |H0 =25/, _, -

So a sufficiently small step from my, to g, thatimproves
Ly, (19) impoves (g, ) as well.
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But how small this step should be?

Let
D™ (m, ) = max Dxr(m(- |5), (- |5)).
Then
J(7) = Ly (1) — CDgp ™ (7, 70,
where
C =—ymax |A,(s,a)l.
A1-y)2 sa "

Algorithm 1 Policy iteration algorithm guaranteeing non-
decreasing expected return n
Initialize 7.
for: =0,1,2,... until convergence do
Compute all advantage values A, (s, a).
Solve the constrained optimization problem

i1 = argmax [L, (m) — CDgi* (m;, )]

iy

where C' = 4evy/(1 — 7)?
and L, (1) =n(m)+ 3 pe(5) S "(als) Ar, (5, a)

end for




Trust Region Policy Optimization (cont.)

In practice, step sizes in the Algorithm 1 are very small because
of the large penalizing coefficient C. In order to surpass it,
reformulate the problem as

Lg,(0) — sgp, D (mr, ) < 6.

We use Dgi®" instead of Dg** because the latter entails too
many constraints.
In terms of optimization

Loy (®) ~ ) P, () D g, (s, @)mg(als)

= Z Pa, (s) Za: Ag, (s, a) Z:O((illi)) 76, (als)
mg(als)
g, (als) |

= Es,a~n90 [AGO (s,a)

So eventually we get

mg(als)
ES,G.~7T90 [AHO (Sl a) 7T9 (a|S)
0

Es~reg, Dict (6, 15), 16 C 15)) < 6.

— sup,
6




Trust Region Policy Optimization (cont.)

In practice, step sizes in the Algorithm 1 are very small because
of the large penalizing coefficient C. In order to surpass it,
reformulate the problem as

Lg,(6) — sup, D (mr, ) < 6.
6

We use Dgi®" instead of Dg** because the latter entails too
many constraints.
In terms of optimization

Loy (©) “’Z po, (s)ZAg (s, )mg(als)

21090 (S)ZAQO (s, :(( 2 g, als)

mg(als)

= Es gy, [Ago (s,a) o (@ls)|
0

So eventually we get

mg(als)
B, 1060 TS
0

Esrtg, Dict (76, ¢ 1), 1 (- 15)) < 8

— sup,
6

Note that to solve the problem we need to estimate Ag (s, a).
One may replace Ay (s, a) with Qg (s, a) in the objective.

To approximately solve the problem, one may linearly
approximate the objective and quadratically approximate the

constraint, and use the conjugate gradient method.

To solve the problem, one may use Monte-Carlo method for
estimating the expectation.
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Proximal Policy Optimization

Recall that in the TRPO we reformulated the initial problem so
that the objective penalization moved to constraints. The reason
for this was a tricky penalizing coefficient C. But what if we
somehow reconsider the objective penalization?

Denote the ratio mo(%elSe) as r:(0). Then the TRPO target is
oo (At|St)

Est,at~7r90 [rt(e)ABO (Str at)]-
Define
L(éLIP
= Est,at~7t90 min[rt (Q)ABO (st ap), clip(r(0),1 —&,1 + E)ABO (St at)]-
Define
LU
= Eq,apmg, |7t (0)As, (50, @) — BDxr (6, (- I5), o (- 150 )|

Also, define
LCLIPKL
9

= Eq, q,-my, [Min[r:(8)Ag, (s, a,), clip(r,(8), 1 — &,
1+ €)Ag, (se, a0)] = Bk (1o, - 1) ma (- 150))]
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Algorithm 1 PPO, Actor-Critic Style

for iteration=1,2,... do
for actor=1,2,..., N do

Run policy 7, in environment for 7" timesteps

Compute advantage estimates Al, . }11

end for

Optimize surrogate L wrt #, with K epochs and minibatch size M < NT

Qold «— 8
end for

algorithm

avg. normalized score

No clipping or penalty
Clipping, € = 0.1
Clipping, € = 0.2
Clipping, € = 0.3
Adaptive KL dtarg = 0.003
Adaptive KL diarg = 0.01
Adaptive KL diarg = 0.03
Fixed KL, 3 = 0.3

Fixed KL, 3 = 1.

Fixed KL, g = 3.

Fixed KL, 8 = 10.

-0.39
0.76
0.82
0.70
0.68
0.74
0.71
0.62
0.71
0.72
0.69




How do we apply all this to the LLMs?



Reinforcement Learning with Human (Al) Feedback

Suppose we have an already fine-tuned model, which we denote
as m,, and we want to train it to match human preferences.

1. At first sample pairs of outputs (v, y,) from m, given
prompts x.

2. Then, for each sampled pair, get feedback from human (Al)
about which answer is more preferable and form a dataset

D = {(x, yw, ¥}

3. Train a model r that takes inputs x, y and outputs reward.
One can do it based on the Bradley-Terry model so that

exp(r(x,y1))
exp(r(x,y1)) + exp(r(x,y;))’

P{y,is more preferable} =

Then the loss is

= ) logolrGoy) —r(xy)l.

xywy1)
4. Use

r(x,y) — B [logme(y|x) — logmg, (¥|x)]

as reward function and train = with one of RL methods.
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1.

At first sample pairs of outputs (y,,y,) from m, given
prompts x.

Then, for each sampled pair, get feedback from human (Al)
about which answer is more preferable and form a dataset
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Train a model r that takes inputs x, y and outputs reward.
One can do it based on the Bradley-Terry model so that
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Then the loss is

= ) logolrGoy) —r(xy)l.

yw.yn)
Use

r(x,y) — B [logme(y|x) — logmg, (¥|x)]

as reward function and train = with one of RL methods.

* Use x from D.

* The model r is often initialized from m, with the addition of a
linear layer on top of the final transformer layer that
produces a prediction for the reward.

* Reward looks the way it does because initially we aim to
solve

Ey o107 (%, ¥) = BDxkL (ﬂe(' |s¢), g, (- |St)) — sup.
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Direct Preference Optimization

The PPO is a reward-based method. It means that to use it we
need to estimate the reward function. To overcome this limitation,
one can use reward one of reward-free methods, e.g. DPO.

Recall that initially we aim to solve
Ey ryc10)7(x,y) — BDky, (ﬂe(' |s¢), g, (- |St)) — sup.
One can show that the solution for this problem is

1 1
*(y|x) = ZCo) ™o (ylx)exp (—r(x, y)),

B
where Z is the partition function. From this follows that
r(x,y) = Blogm + flogZ(x).
o, (|x)

Under the Bradley-Terry model, the latter means that
P{y,is more preferable}

1+ exp (,8 log—=%

Thus, we got to solve

_E(x,yw,yz) llog o <,8 log

* (v, |x)

T (v, 1x)
g, (V21x) ~Flog )

Ty, (1 1x)

— inf.
0

mOal) n9<y1|x>>]
o (2lx)  © STy (yilx)
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DPO vs PPO?
PPO is still considered as the industry standard.

DPO along with PPO?
There are approaches (e.g., [4] Zhong et al., 2025) that try
to combine PPO with DPO.
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LLM setting

What is an LLM state space?

It is simply the sequences of tokens that might fill in the LLM'’s
context. One can check that for a dictionary of K tokens and the
K(kN-1)

context length of N, number of states is ——

What is an LLM action space?

There are two main approaches:

a) Action is a generation of next token/group of tokens;
b) Action is a generation of completion.

In [5, Zekri et al., 2024] authors study the Markov chain on S
derived by an LLM.
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LLM setting

What is an LLM state space?
It is simply the sequences of tokens that might fill in the LLM'’s

context. One can check that for a dictionary of K tokens and the
K(KN-1)
K-1

context length of N, number of states is

What is an LLM action space?

There are two main approaches:

a) Action is a generation of next token/group of tokens;
b) Action is a generation of completion.

In [5, Zekri et al., 2024] authors study the Markov chain on S
derived by an LLM.

How does PPO loss usually look for LLMs?
Let again
o (x|y)
Ro(x|y) = ————.
? o1 (*1Y)
Then
Lppo(0) = Ex-p,0~m,,
o]

1 _ .~ “
mz min[Rg(0¢|x, 0<t) Ay, clip(Rg (0%, 044),1 — &, 1 + €)A,],
t=1

where A, is the estimator for the advantage that is computed
based on the rewards r.; and a learned value function.
Recall that

Tt =Ty (x,0<¢) — B [logmg (0¢|x, 0<¢) — log mrer(0¢|x, 0<1)]-
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Group Relative Policy Optimization

The initial GRPO loss is as follows.

GRPo(Q) = Ex-Dfo~mg,,,
lo]

GZ Io; IZ [mln[rg(oltlx 0i<t)Aie, clip(rg (0%, 0i<t), 1 — &, 1+ )A; ]
_'BDKL (”9( 1%, 01.<e), o, (- |, Oz,<t))]’

where
N T'l"T — meanj,s rj,S
Ai,t = Z )

std; . r;
TZt ],S ];S

ri,t = 7"¢ (x, Oi,st)-

There are two major changes comparing to PPO:

« A group of outputs is generated to estimate the advantage,
which is calculated per token only based on the rewards;

« KL penalty removed from the reward and added to the loss
directly.

The consequent GRPO loss is as follows.

GRPO(H) - x~l) foi}~mg old

Ez [min[rg (0;]x ) A, clip(rg(0;]x ), 1 — &,1 + €)4;]
i=1
— BDxL (ﬂe(- loilx ), g (- Ioilx))],
where
~ o — meanj rj

Stdj I'j

l /]

There are two major changes comparing to PPO:

* Agroup of outputs is generated to estimate the advantage,
which is calculated per output only based on the rewards;

* KL penalty removed from the reward and added to the loss
directly;

* Reward is rule-based.




Group Relative Policy Optimization (cont.)

The GRPO might be becoming the industry standard (Qwena3:
[8, Qwen Team, 2025], MiMo: [9, Xiaomi LLM-Core Team,

2025] etc.);

Some rule-based rewards are easy (?) to hack;

Perhaps, optimizing the GRPO loss itself leads to
overthinking ([10, Liu et al., 2025]).
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https://www.arxiv.org/abs/2505.07608
https://www.arxiv.org/abs/2503.20783

